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What is Computer Architecture?

CPU

Caches

Main

Memory

Software 

Program
Compiler

Machine

Program

add:
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RET

„Processor‘s Language“:

Instruction Set 

Architecture (ISA)

def add(a,b):

return a+b

■ Central Processing Unit (CPU): Executes the program (instructions)

■ Main Memory: Stores your program’s instructions and data

■ Caches: Keep local copies because reading and writing to main memory takes long

➢ Computer Architecture: How to design the processor such that it can execute the 
software fast and energy-efficient while considering the costs.

Processor:
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A new Golden Age for Computer Architecture

■ Turing Lecture June 2018 
John Hennessy & David Patterson

■ Ongoing shift how processors are designed

➢ Driven by major challenges in 
semiconductor development

■ https://dl.acm.org/doi/pdf/10.1145/3282307
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Semiconductor Chips

■ Processors implemented with millions to billions of 
CMOS transistors on chips the size of a thumbnail

■ http://download.intel.com/pressroom/kits/chipmaking/32nm/

■ Adobe Stock
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Moore‘s Law

■ Transistor size is shrinking with
advancing semiconductor technology

■ The number of transistors on chips
doubles every two years

■ ~Double the compute on same area
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Semiconductor Challenges

■ Scaling: Transistor density is coming close to the size of atoms, quantum effects start 
interfering with the operation

N2: 2 nm = 2 * 10-9 m

A14: 14 ångström = 1,4nm

Wave length of light: 380nm-760nm

TODAY N2

https://periodictableguide.com/silver-ag-element-periodic-table/

https://www.tomshardware.com/news/imec-reveals-sub-1nm-transistor-roadmap-3d-stacked-cmos-20-plans
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Semiconductor Challenges

■ Scaling: Transistor structures are coming close to the size of atoms, quantum effects 
start interfering with the operation

■ Power: „Dennard Scaling“ ended - Hard to bring power to and heat from the chips. 

https://dl.acm.org/doi/pdf/10.1145/3282307
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Semiconductor Challenges

■ Scaling: Transistor structures are coming close to the size of atoms, quantum effects 
start interfering with the operation

■ Power: „Dennard Scaling“ ended, Hard to bring power to and heat from the chips. 

■ Memory: Memory bandwidth cannot keep up with processor performance
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Semiconductor Challenges

■ Scaling: Transistor structures are coming close to the size of atoms, quantum effects 
start interfering with the operation

■ Power: „Dennard Scaling“ ended, Hard to bring power to and heat from the chips. 

■ Memory: Memory bandwidth cannot keep up with processor performance

■ Cost: Manufacturing and process cost, chip development cost. 

■ Sustainability: Environmental footprint of manufacturing, 
energy consumption of IT infrastructure

➢ Benefits obtained by technology scaling are slowing down 
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How to further scale system performance?

■ Shift to domain-specific architectures (DSAs) that are specialized for a certain 
application (workload)

■ Post-CMOS technologies
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„Processor‘s Language“:

Instruction Set 
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Machine Learning (ML)

Postquantum Security (PQ)

ML processor
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Domain: Automotive

Advanced driver assistance functions (ADAS)

➢ Rising number of machine-learning(ML)-based workloads.

Hardware view:
➢ Migration from Distributed, Domain to Zone. 

➢ Powerful central compute platforms.

➢ Processors tailored for ML:
➢ General-purpose GPUs (GP-GPUs)

➢ Tensor Processing Units (TPUs)

➢ Neural Processing Units (NPUs)

Safety-critical real-time system

➢ Real-time constraints / deadlines.

➢ Functional safe and secure.
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Domain: tinyML

Running small-scale ML applications on low-power micro-controllers / IoT Devices
➢ Example: Radar Gesture Recognition for Touchless User Interfaces

➢ Example: ML-enhanced Motor Control (PENTA ECOMAI project: ecomai.eu)

https://www.abiresearch.com/press/tinyml-device-shipments-grow-25-billion-2030-15-million-2020/

CPU

Memory I/O

Mini

NPU

Platform: Infineon XMC1302 
32 MHz Micro-controller CPU
32 kB Flash, 16 kB RAM

tinyML App

Source: Infineon

ECOMAI HW platform:



RISC-V

Democratizing computer and domain-specific architecture design
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What is RISC-V?

• RISC-V is an open standard for an Instruction Set Architecture (ISA)

• Developed by UC Berkeley (2011*). 

• What is an open standard ISA?

• Everyone can implement an RISC-V processor based on the 
open ISA specification without having to pay royalties.

• Implementations can be open-source or closed. 

• Implementations can be commercialized. 

*https://riscv.org/about/history/
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Why RISC-V?

• Community-driven (RISC-V International)

• Growing adoption in research, university curricula and industry

• Growing number of open-source processors, tools, software and 
compilers available

➢ Enables everyone to design a custom processor and to engage in 
developing the specification (as member)

➢ Enables research of hardware-near effects (safety, HW security)

*https://riscv.org/about/history/

RISC-V Summit Europe 2024
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RISC-V offers high flexibility

▪ RISC-V offers a huge architectural design space
for domain-specific architectures (DSAs)

▪ Modular: >100 ISA extensions (e.g. V Vector,…)

▪ Own custom ISA extensions

▪ Multi-core and memory hierarchy

▪ Interfaces for co-processors/accelerators: TPUs, NPUs

▪ Validation challenge: „Are we building the right DSA for our workload?“
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Rapid Prototyping Methods

„Are we building the right DSA for our workload?“
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Our Current Research Directions

■ Pre-silicon performance estimation for domain-specific architectures

■ Methods: Domain-specific languages, code generators, fast discrete event simulation

■ Optimizers for scheduling, mapping and memory planning on 
ML-specific processors

■ Methods: Mixed Integer Linear Programming (MILPs), heuristics (e.g. Genetic Algorithms), 
Reinforcement Learning, compiler passes, ML operator tiling and fusing

■ Security against fault attacks / functional safety

■ Methods: Fault Injection simulation, compiler passes for program hardening, static program 
analysis
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Pre-Silicon Simulators: Virtual Prototypes (VPs)

• Computer model of an Processor or 
Embedded System

• Sufficiently detailed model of 
processor to allow an emulation of the 
embedded software
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➢ Early software development

➢ Architectural Design Space Exploration

➢ Early Validation



20

Generator Approach 
for DSA Exploration

Input is DSA and workload description:

■ Provide software program: App.c

■ Provide processor instructions

(DSL: CoreDSL2)

■ Provide domain-specific micro-architecture

(DSL: CorePerfDSL)

Generates:

■ Functional Simulator (ETISS)

■ Performance Simulator 

■ SW Compiler Support (LLVM)

■ Compiler-based hardening against faults.

■ ML-Compiler Support (TVM)

Test safety+security: Fault Injection (FI) Support

RISCV-custom

.CoreDSL2

M2ISAR

RV32

.CoreDSL2

ETISS
App.bin

Functional

simulation

~100 MIPS

LLVM

App.c

Seal5: 

Custom

Instr. 

Support

Custom Instr. Custom 

I

nstr. 

5stagePipe

.CorePerfDSL

M2ISAR(perf)

Performance 

Simulator

Trace

Timing 

simulation

~ 15-25 MIPS
DSL: Domain-specific Language

ADD {

encoding: b0000000 | rs2[4:0] | rs1[4:0] | b000 | rd[4:0] | b0110011;

args_disass:"{name(rd)}, {name(rs1)}, {name(rs2)}";

if(rd != 0) X[rd] <= X[rs1] + X[rs2];

}

CoreDSL2 Definition for RISC-V Add Instruction

FI



CorePerfDSL : Simple Pipeline Model
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Further CorePerfDSL Concepts
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Connector concept can be applied to model 

data/control dependencies (hazards)
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■ Compilation phase

■ Analyzes the pipeline usage by each instruction type 

and builds a dependency graph

■ Creates a scheduling function per instruction type by 

ASAP scheduling in the dependency graph 

■ Simulation phase

■ Receives trace from ISS

■ Calls the scheduling function per instruction

■ Target: High accuracy and simulation speed. 
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Fast Performance Simulator

Dependency graph for DIV
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Results

CV32E40P RTL CPI=1 AVG CPI=1.29 Perf. Sim

Avg. Error - 20.0% 11.9% 0.00148%

Sim. Perf. 

[MIPS]

0.2 104 104 24

CVA6 RTL CPI=1 AVG CPI=1.45 Perf. Sim

Avg. Error - 28.9% 12.1% 3.88%

Sim. Perf. 

[MIPS]

0.01 106 106 15

■ RISC-V processor: CV32E40P 

■ Four stage in-order embedded processor

■ RISC-V processor: CVA6 

■ Six-stage Linux-capable application processor

■ With Caches

CPI: Cycles per instruction

MIPS: Million Instructions per second [TCAD24]



Results for Core-V Extension (CV32E40P)

CORE-V Extension: ~200 Custom instructions

Comparison (large set of benchmarks):

OpenHW Group Community LLVM

Seal5 generated LLVM (no SIMD)

Seal5 generated LLVM (with SIMD)

Manual implemented

Compiler uses 16% 

of CoreV Instructions

Seal5 semi-

automatic generated

compiler uses 33% of

CoreV Instructions

OpenHW Group Community LLVM

Seal5 generated LLVM from CoreDSL2 

Average 

performance gain

over plain RV32 is

15% speedup

Average 

performance gain

over plain RV32 is

24% speedup with

SIMD
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[DSD24 – Matter-V]



Summary

26



Key take-away points

• A new Golden Age for Computer Architecture –
Shift to domain-specific architectures (DSAs) 

• RISC-V came at the right time as open ISA to aid designing DSAs

• Rapid prototyping methods to solve the DSA validation challenge

• Open question: Will compilers do the work for solving the DSA 
programming challenge? 

27



RISC-V Processor Simulation and Fault Injection

• ETISS: Extensible Translating Instruction Set Simulator (ETISS) + M2ISAR: ETISS Generator for RISC-V Custom Extensions

• https://github.com/tum-ei-eda/etiss

• https://github.com/tum-ei-eda /M2-ISA-R

• The extendable translating instruction set simulator (ETISS) interlinked with an MDA framework for fast RISC prototyping(RAPID 2017)

• vrtlmod: Fault Injection Environment based on Verilator

• https://github.com/tum-ei-eda/vrtlmod

■ vRTLmod: An LLVM based Open-source Tool to Enable Fault Injection in Verilator RTL Simulations (Computing Frontiers 2023)

RISC-V LLVM Compiler extensions

• Seal5: LLVM Patch Generator for RISC-V Custom Extensions

• https://github.com/tum-ei-eda/seal5

• Seal5: Semi-automated LLVM Support for RISC-V ISA Extensions Including Autovectorization (to appear MATTER-V/DSD 2024)

• COMPAS: LLVM fault tolerance for RISC-V (e.g. instruction duplication)

• https://github.com/tum-ei-eda/compas-ft-riscv

• Compas: compiler-assisted software-implemented hardware fault tolerance for risc-v (MECO 2022)

tinyML / Edge Machine Learning on RISC-V

• MURISCV-NN: ML Kernels for RISC-V (CMSIS-NN port for RISCV P+V)

• https://github.com/tum-ei-eda/muriscv-nn

• muRISCV-NN: Challenging Zve32x Autovectorization with TinyML Inference Library for RISC-V Vector Extension (Computing Frontiers 2024)

• MLonMCU: tinyML Deployment with TVM on RISC-V

• https://github.com/tum-ei-eda/mlonmcu

• MLonMCU: TinyML Benchmarking with Fast Retargeting (CODAI 2022, appeared CODAI 2023)

Open Source Tools for RISC-V
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